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Simulated Annealing and Weight Decay in Adaptive
Learning: The SARPROP Algorithm

Nicholas K. Treadgold and Tamas D. Gedeon

Abstract—A problem with gradient descent algorithms is that
they can converge to poorly performing local minima. Global
optimization algorithms address this problem, but at the cost of
greatly increased training times. This work examines combining
gradient descent with the global optimization technique of sim-
ulated annealing (SA). Simulated annealing in the form of noise
and weight decay is added to resiliant backpropagation (RPROP),
a powerful gradient descent algorithm for training feedforward
neural networks. The resulting algorithm, SARPROP, is shown
through various simulations not only to be able to escape local
minima, but is also able to maintain, and often improve the
training times of the RPROP algorithm. In addition, SARPROP
may be used with a restart training phase which allows a more
thorough search of the error surface and provides an automatic
annealing schedule.

Index Terms—Adaptive, backpropagation algorithm, gradient
descent, neural network, RPROP, simulated annealing, weight
decay.

I. INTRODUCTION

T HERE ARE two traditional methods for training feed-
forward neural networks: gradient descent and global

optimization. The most commonly used method is gradient de-
scent, which includes algorithms such as backpropagation [1],
conjugate gradient methods [2], and the Levenberg–Marquardt
algorithm [3]. Conjugate gradient methods and algorithms us-
ing the Hessian, such as the Levenberg–Marquardt algorithm,
generally converge to minima more rapidly than methods
based only on steepest descent, such as backpropagation [2],
[3]. Backpropagation, however, has the advantage of being
less computationally expensive for a given size network;
a factor which becomes much more important for larger
networks. There are a number of algorithms which improve on
backpropagation’s convergence properties while maintaining
its computational simplicity [4]–[8].

One problem inherent with gradient descent methods is their
convergence to local minima. While some local minima can
provide solutions which are acceptable, they often result in
poor performance. This problem can be overcome through the
use of global optimization. In the field of neural networks some
global optimization algorithms which have been employed
include simulated annealing (SA) [9]–[11], evolutionary meth-
ods [12], [13], random methods [14], [15], and deterministic

Manuscript received December 17, 1996; revised March 15, 1998.
The authors are with the Department of Information Engineering, School

of Computer Science and Engineering, The University of New South Wales,
Sydney N.S.W. 2052, Australia.

Publisher Item Identifier S 1045-9227(98)04454-3.

searches [16]. Global optimization, however, has the problem
of being computationally expensive, particularly for large
networks.

Both gradient descent and global optimization methods have
inherent problems: gradient descent can converge to poorly
performing local minima, and global optimization is compu-
tationally expensive. In order to overcome these problems,
hybrid methods employing gradient descent and some form of
global optimization have been examined [17]–[19]. This com-
bination of techniques often results in improved convergence
times compared to the standard global optimization, and in
some cases even maintains the guarantee of convergence to a
global minimum [17], [19].

In this paper, we look at combining a quick and computa-
tionally cheap gradient descent algorithm, resilient backpropa-
gation (RPROP) [8], [20], with the global search technique of
SA. The aim of this combination of techniques is to maintain
quick convergence using a computationally cheap algorithm,
while reducing the likelihood of convergence to poor local
minima. This paper is organized as follows. First, the RPROP
algorithm is described and the reasons for its choice as the
gradient descent method are discussed. Next, the SA enhance-
ments made to RPROP to obtain the SARPROP algorithm
are given. The benefits of using SARPROP with a restart
training phase are also discussed through the introduction
of the ReSARPROP algorithm. The results of comparative
simulations between RPROP, SARPROP, and ReSARPROP
are then presented and discussed, and conclusions drawn.

II. RESILIENT BACKPROPAGATION

There have been a number of refinements made to the
backpropagation (BP) algorithm. One the most successful in
terms of convergence is RPROP [8], [20]. Not only is RPROP
one of the faster converging BP variants, its also has the
important advantage of having only a single user set parameter.
In addition, this single parameter is relatively invariant to its
initial value since it is adapted quickly by RPROP to suit the
problem [8]. This is a great advantage over many other BP
variants which have a number of parameters whose setting
often greatly influences the performance of the algorithm on
a given problem [8]. A further advantage of RPROP is that it
maintains the computational simplicity of BP.

There are two major differences between BP and RPROP.
First, RPROP modifies the size of the weight step taken
adaptively, and second, the mechanism for adaptation in
RPROP does not take into account the magnitude of the
gradient as seen by a particular weight, but only
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Fig. 1. The RPROP algorithm.

the sign of the gradient. This allows the step size to be adapted
without having the size of the gradient interfere with the
adaptation process [8]. In a number of previous BP variants,
the learning parameter,, has been varied adaptively [4],
[5]. Both the learning parameter and the magnitude of the
gradient, however, effect the actual step size taken in these
algorithms. The size of the gradient is unforeseeable, and
hence it has the potential to disrupt the adaptation of the
learning parameter. RPROP overcomes this disruption, and the
effect of this improvement has been demonstrated empirically
in comparisons with a number of BP variants [8].

The RPROP algorithm works by modifying each weight by
an amount , termed the update value, in such a way as
to decease the overall error. All update values are initialized
to the value . The update value for a weight is modified in
the following manner: if the gradient direction
has remained the same in successive epochs, then the update
value is multiplied by a value (which is greater than one).
Similarly, if the gradient direction has changed, the update
value is multiplied by the value (which is less than one).
This results in the update value for each weight adaptively
growing or shrinking as a result of the sign of the gradient
seen by that weight. There are two limits placed on the update
value: a maximum , and a minimum . The initial
update value is the single parameter which requires setting
by the user, with all other algorithm parameters treated as
constants. The RPROP algorithm is shown in Fig. 1.

An algorithm which is similar in nature to RPROP is
Salomon and Leo van Hemmen’s modification of BP through
the use of dynamic self adaptation [7]. In this algorithm the
step size is adapted in a similar manner to RPROP, except
that at each stage both an increase and a decrease to the step
size is examined for each weight, with the best performing
modification selected. The gradient is also normalized in
this algorithm to stop the interference of varying gradient
magnitudes on the step size taken.

Fig. 2. An example of a weight trajectory along an error surface, and the
result of SARPROP’s noise addition.

III. SARPROP

While RPROP can be extremely fast in converging to
a solution, it suffers from the same problem faced by all
gradient-descent-based methods: it can often converge to poor
local minima. SARPROP attempts to address this problem by
using the method of SA [21], [22]. SA, in general, involves the
addition of noise to the parameters undergoing optimization.
The amount of noise added is associated with a SA term,
which decreases the effect of the noise as training progresses.
The addition of noise allows the network to move in a direction
which is not necessarily the direction of steepest descent. The
benefit this provides is that it can help the network escape
from local minima. Burton and Mpitsos [18] have shown
that SA can help increase the speed of convergence of the
BP algorithm, and conclude that noise “simply permits or
facilitates greater access to such pathways that are not easily
reached in the networks not containing noise.”

In SARPROP, noise is added to the standard RPROP weight
update value when both the error gradient changes sign in
successive epochs, and the magnitude of the update value is
less than a value proportional to the SA term. The amount
of noise added is proportional to the SA term. The reason
for adding noise to the update value only when both the
error gradient changes sign, and the update value is below
a given setting, is to minimize the disturbance to the normal
adaptation of the update value. Following this scheme means
that the update value is only modified by noise when it has
a relatively small value (indicating a number of previous
gradient crossings). This can allow the weight to jump out
of local minima (Fig. 2), while minimizing the disturbance to
the adaptation process.

SARPROP uses SA not only on the noise added to the
weight updates, but also on the amount of weight decay the
network uses. Weight decay is implemented in SARPROP by
adding a penalty term to the error function, which results in a
modification of the error gradient. The weight decay term in
SARPROP is designed such that small valued weights decay
more rapidly than larger weights, and is similar to the penalty
term in [23]. This decay term allows important functionality
already learned by the network (and represented by the large
weights) to be retained more easily. This form of weight decay
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Fig. 3. The SARPROP algorithm.

was found to produce better convergence properties than the
one used in earlier version of SARPOP [24] which employed
a weight decay rate proportional to the weight size. The SA
term applied to the weight decay in SARPROP results in the
influence of the weight decay decreasing as training proceeds.
The SARPROP error gradient is shown below

SA

where SA epoch and temperature

The effect of this form of weight decay is to modify the
error surface so that initially smaller weights are favored. As
training progresses the weight decay magnitude is reduced,
which modifies the error surface to allow for the easier growth
of large weights. This technique has two purposes. First, the
modification of the error surface performs a task similar to that
of the noise in the weight updates: it may allow the network
to explore regions of the error surface which were previously
unavailable. Second, the use of weight decay is a form of
regularization which has been found to improve generalization
[25]. Weight decay restricts the type of functionality which
the network can produce by favoring networks producing
smoother functions. Smooth output functions are more likely
in general to represent the underlying functions of real-world
data.

SARPROP’s use of noise and weight decay may allow it
to compensate for a problem which can occur in RPROP. A
disadvantage of the exponential growth of the update value
in RPROP is that it can overshoot a good local minimum
and perhaps converge to a poor one. In such cases SARPROP
may be able to escape this poor solution through its use of
noise, and thus arrive at the better performing local minima.

In addition, the use of weight decay will modify the error
surface of a given problem in such a way as to reduce the
growth of large update values.

After these enhancements have been incorporated, the re-
sulting SARPROP algorithm is shown in Fig. 3, in whichis
a random number between zero and one. The only parameter
requiring setting prior to training is the temperature, a part
of the SA term which effects the speed by which the noise
and weight decay are reduced. The optimal setting of this
parameter is problem dependent, although good values were
found in the range 0.01 to 0.05. In general it was found the
more complex the problem, the lower the temperature value
required (and hence the slower the annealing process).

It should be noted that there is still no guarantee that
SARPROP will converge to a good local minimum, only that
the likelihood of such is increased. It may well be the case
that the effect of noise and weight decay will push SARPROP
away from a good solution. As in pure SA, however, the
chance of converging to a good local minimum is increased via
these additions to SARPROP. In order to increase this chance
further it is possible to use SARPROP in a restart mode. This
is done by restarting training whenever SARPROP converges.
The current weight values are used as the new initial weights,
so that any prior training knowledge is maintained. Since
training is restarted, the SA terms are reset, which may allow
the network to jump out from its current local minimum and
perhaps converge to a better solution. This algorithm will be
termed ReSARPROP.

A further advantage of ReSARPROP is that it solves
the problem of selecting a good value for the temperature
parameter. SARPROP requires this parameter to be set prior
to training, and the optimal value depends on the problem.
Using ReSARPROP, the temperature can be initially set to
give fast annealing. If a good solution has not been reached
this temperature can be reset to allow for slower annealing
when the network is restarted. The removal of the temperature
parameter in ReSARPROP results in ReSARPROP being
(user) parameter free.

The annealing schedule used for ReSARPROP was based
on the following temperature values: 0.050, 0.048, 0.044,
0.036, 0.020, 0.010, 0.010, (based on an exponential
sequence with a minimum of 0.010). A given training run
was considered to have reached a local minimum after both a
minimum training period, and the rms error improves by less
than 0.001 over a 50-epoch period. A minimum training time
is specified to allow the effect of the noise and weight decay to
diminish sufficiently for convergence to occur. The minimum
training time in epochs is given by the formula: 6/Temperature.
This results in the noise and weight decay magnitudes being
reduced by a factor of 2 , a value which is small enough to
allow convergence to occur.

IV. COMPARATIVE SIMULATIONS

To test the effectiveness of SARPROP and ReSARPROP,
their performance was compared against that of RPROP on
a number of standard benchmark problems. SARPROP uses
the standard RPROP constant settings [8]
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TABLE I
ENCODER RESULTS

. In addition, a constant
value of 0.0001 was added to the derivative of the sigmoid
in order to overcome the “flat spot” problem [6] for all
algorithms. All weights were initialized to random values in
the range 0.7 to 0.7.

The single user set parameter in SARPROP, the tem-
perature, was chosen to maximize its performance. RPROP
also uses a single parameter, the initial update value.
As noted in [8], this parameter was found to be generally
problem independent, and its optimization resulted in little
improvement in RPROP. A value which performed well
and was selected for RPROP was 0.1. SARPROP also uses
this setting for . This value is treated as a constant in
SARPROP.

To compare RPROP, SARPROP, and ReSARPROP, each
algorithm was used to train a network on a given problem.
For each problem, all training attempts were repeated 50
times using different initial weights. A maximum number of
training epochs was selected, and training was halted if this
number was reached. In this case the training was defined to
be nonconverging. In order to compare the algorithms it was
decided to take three measurements: the average and median
of the number of epochs required for training, and the number
of nonconverged training runs. For classification problems the
40-20-40 threshold and margin criterion was used [6]. In using
the 40-20-40 criterion, a class has been learned correctly if
the neuron’s output is in the correct upper or lower 40% of
its output range. For regression problems, a RMS error value
was specified to indicate convergence. The performance on the
test sets was also measured where applicable, and the median
value reported.

The first series of comparisons were performed using the
encoder data sets. These consist of identical input output
binary training patterns. Each training pattern has only one
bit set to one, with the rest set to zero. The number of
hidden units chosen is less than the input–output dimension,
and thus the hidden units perform compression. Four encoder
problems of differing network structure were chosen: the 10-
5-10 Encoder (with ten training patterns); the 12-2-12 Encoder

(with 12 training patterns); the 16-2-16 Encoder (with 16
training patterns); and the 32-3-32 Encoder (with 32 training
patterns). The 40-20-40 criterion was used to halt training. An
asymmetric sigmoid function (zero to one) was used as the
activation function. The maximum training time was set at
2000 epochs. The temperature parameter for SARPROP was
set to 0.050. The Encoder results are displayed in Table I.

The next series of comparisons were performed using the
odd parity data sets: Parity 3 to 8. The network structures
chosen for each problem were: 3-3-1 (Parity 3); 4-6-1 (Parity
4); 5-7-1 (Parity 5); 6-9-1 (Parity 6); 7-11-1 (Parity 7); and
8-16-1 (Parity 8). Training was halted when the 40-20-40
classification criterion was satisfied on the training set. A
symmetric sigmoid function (0.5 to 0.5) was used as the
activation function. The maximum training time was set at
2000 epochs. The temperature parameter for SARPROP was
set to 0.010. The Parity results are displayed in Table II.

Comparisons were also performed on two “real-world”
data sets. The first was Fisher’s classic Iris data set that
classifies irises into three classes. The Iris data set was
obtained from the UCI machine learning database [26]. The
second was the Thyroid data set that classifies a patient into
three classes: normal (not hypothyroid), hyperfunction, and
subnormal functioning. The Thyroid data set was obtained
from the Proben1 [27] database (also available in original form
from the UCI database). An asymmetric sigmoid function (zero
to one) was used as the activation function for both these data
sets.

The Iris data set consists of 120 training patterns and 30 test
patterns. The maximum training time was set at 2000 epochs.
Training was halted when the 40-20-40 classification criterion
was met, at which point the percentage correctly classified on
the test set was measured. The network structure used was
4-2-3. The temperature parameter for SARPROP was set to
0.050. The Iris results are displayed in Table III.

The Thyroid data set consists of 3600 training patterns and
1800 test patterns (which came from the thyroid1.td file in
Proben1). Training was halted at an rms of 0.06, at which
point the test set was applied. The maximum training time
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TABLE II
PARITY RESULTS

TABLE III
IRIS RESULTS

TABLE IV
THYROID RESULTS

was set at 2000 epochs. The network structure used was 21-4-
3. The temperature parameter for SARPROP was set to 0.010.
The Thyroid results are displayed in Table IV.

Regression simulations were next performed on the complex
interaction function, described in detail in [28], and shown
below

The set up of training and test data follows the method of
[28]. For each function two sets of training data were created,
one noise-free and one noisy, using 225 random values. The
noisy data was created by adding independent and identically
distributed Gaussian noise, with zero mean and 0.065 variance.
A test set of size 2500 was generated on a regularly spaced grid
[0,1] . The network structure used was 2-14-1. The maximum

training time was set at 10 000 epochs. Training was continued
until RMS errors of 0.15 and 0.28 were reached for the noise-
free and noisy data sets, respectively, at which point the
performance on the test set was measured. The measure used
was the fraction of variance unexplained (FVU) [28], which is
proportional to the total sum of squares error. A symmetric
sigmoid function ( 0.5 to 0.5) was used as the activation
function for all neurons except the output neuron, which used
a linear activation function. The temperature parameter for
SARPROP was set to 0.010. The results are shown in Table V.

V. DISCUSSION

The results on all benchmarks demonstrate the effectiveness
of the combination of noise and weight decay in allowing
SARPROP to escape from local minima. This is especially
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TABLE V
COMPLEX INTERACTION FUNCTION RESULTS

apparent in the Parity results, where SARPROP is very suc-
cessful at converging to a solution, while RPROP often fails to
do so. For example, on the Parity 6 data set RPROP failed to
converge 62% of the time, compared with SARPROP which
converged in every run. In addition, for the data sets which
have a test set, SARPROP can be seen to often produce better
generalization results than RPROP.

ReSARPROP produces even better convergence results than
SARPROP, especially on the more difficult problems such as
Parity 8 and the regression data sets. From the total of 700
simulations performed for each algorithm, ReSARPROP only
fails to reach the convergence criteria 13 times compared to
SARPROP’s 54 and RPROP’s 194. While ReSARPROP is
able to converge more frequently than SARPROP, in general it
is more expensive computationally due to the fact that it may
perform a number of training restarts. Again, generalization
improvements are seen for ReSARPROP over RPROP. The
reasons for SARPROP and ReSARPROP’s improved general-
ization results can be attributed to their use of weight decay.

The combination of noise and weight decay can be seen to
be successful in allowing the SARPROP trained networks to
converge to good local minima. Importantly this combination
does not increase training times, as is often the case with
SA methods. In fact, decreases in training times compared
to RPROP were generally observed. These results support
Burton and Mpitsos’ [18] hypothesis that the addition of
noise can allow access to paths along the error surface which
allow more rapid convergence. A good example of SARPROP
and ReSARPROP’s convergence speed is given with the
Encoder results. RPROP is easily able to solve these data
sets, with it always converging to a solution. Even on these
data sets, however, SARRPOP and ReSARPROP are still able
to maintain and sometimes even improve on the convergence
results of RPROP.

One disadvantage of the SARPROP algorithm is its reliance
on the temperature parameter. This parameter must be set prior
to training, and its optimal value is dependent on the data
set. ReSARPROP overcomes this problem by automatically
selecting a schedule of temperature values. This not only
removes the need to set any parameters for ReSARPROP,
but can also improve the convergence performance of the
algorithm. In addition, ReSARPROP can easily store the
weight values each time it converges to a solution before
training is restarted. This ensures that the best performing
solutions are not lost, but can be reinstalled at any point.

Previous work with SA in neural networks allows a limited
comparison between RPROP, some SA techniques and a ran-
dom search technique. Fang and Li [9] compared BP against
SA using Uniform, Gaussian, and Cauchy distributions, and
also against Baba’s random search algorithm [17]. In general
they found the SA techniques and Baba’s algorithm to be faster
than the basic BP algorithm. The speed increases were found
to be of the order of two to seven depending on the problem
examined. RPROP is shown to result in speedups over an
optimized BP with momentum of at least this [8] using similar
benchmarks, with RPROP often converging to solutions which
BP never achieves. SARPROP and ReSARPROP perform at
least as well as RPROP, and thus compare favorably against
the SA and random search techniques on these benchmarks.
It is expected that as the size of the networks increase, the
convergence speed of these global optimization algorithms
would degrade significantly in comparison with the perfor-
mance of SARPROP and ReSARPROP, which are largely
gradient based.

Unlike a number of algorithms employing a global search,
SARPROP and ReSARPROP do not guarantee convergence to
the global minimum. Many global search algorithms employ-
ing stochastic methods such as [9]–[15] theoretically converge
to a global minimum. As noted in [16], however, this conver-
gence is not guaranteed in finite time, but only in the limit.
SARPROP and ReSARPROP sacrifice the global convergence
property for speed of convergence. RPROP is one of the
fastest BP variants and even in data sets where convergence
to poor local minima does not occur, SARPROP is able to
maintain and even improve the performance of RPROP. Fast
convergence combined with the computational simplicity of
the algorithm makes SARPROP and ReSARPROP applicable
for training larger networks where global optimization, and
even computationally expensive gradient descent methods, are
unsuitable.

VI. CONCLUSION

A SA addition to the RPROP algorithm, SARPROP, has
been proposed. The success of the combination of noise
and weight decay in increasing both the convergence speed,
and the chance of convergence has been demonstrated on a
number of benchmark problems. Combining SARPROP with
a restart training phase improves convergence and provides the
additional benefit of having no parameters required to be set
by the user prior to training.
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